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Abstract 
Field programmable gate arrays (FPGAs) have become a 
viable alternative to other implementation platforms of the 
increasingly popular discrete wavelet transform.  The 
transform is computationally-intensive, and thus it requires 
fast, real-time, and efficient implementations. In this paper, 
a real-time parallel implementation of the discrete wavelet 
transform is presented.  The implementation is based on one 
of the   largest FPGA devices in industry; the Xilinx Virtex 
FPGAs. Performance results of the implementation are 
presented, and compared with results obtained for 
alternative FPGA and software implementations. The 
implementation is simple, scalable, and performs both the 
forward and inverse discrete wavelet transforms. 
 
1. Introduction 
 
The Fourier transform forms the foundation of signal 
analysis when signals are stationary, however, it has proven 
to be inadequate for the analysis of non-stationary signals. 
In contrast, the discrete wavelet transform provides a 
powerful multiresolution tool for the analysis of non-
stationary signals with good time localization information. 
Recently, there has been an increasing number of 
applications of the wavelet transform, including signal 
processing [1], image processing[2], numerical analysis[3] , 
data compression [4], among many other applications. 
 
The principal obstacle to the wider utilization of the 
discrete wavelet transform is its computationally-intensive 
nature. Moreover, many applications require real time 
processing environments where the computation has to be 
computed in a very short time. To meet such real-time 
computational requirements, many fast implementations 
have been proposed in literature. Some attempt to 
implement the transform in software using multiprocessors 
or programmable digital signal processors. Others attempt 
to implement the transform using customized VLSI 
devices. Each implementation option presents different 
trade-offs in terms of performance, cost, power, and 
flexibility. 
 

Several multiprocessor systems have been proposed to 
meet the real-time computational requirements of the 
discrete wavelet transform [5-7]. However, such 
implementations are not cost effective. This is in addition 
to the fact that, the discrete wavelet transform is mostly 
needed to be embedded as a single chip in consumer 
electronics; thus excluding multiprocessors as an efficient 
implementation option. Similarly, most programmable 
digital signal processors remain inherently sequential 
machines. Although some parallel digital signal processors 
have been recently developed [8], the high performance 
that is possible with such processors comes at a high cost.  
 
Although VLSI application specific integrated circuits 
(ASICs)  are fast,  they are inherently inflexible, and 
development of  such custom VLSI systems is costly and 
time consuming [9]. Moreover, most proposed VLSI 
implementations of the discrete wavelet transform are 
centered around the development of single-chip 
architectures [10-12], and rarely go down to the level of 
actual implementation of the wavelet transformer. 
Furthermore, the proposed architectures require complex 
control units,  and are not easily scaled up for different 
wavelets filters  and different octave levels. 
 
Recent advances in filed programmable gate arrays 
(FPGAs) have made it possible to build high performance 
machines that meet the performance and physical 
requirements of real time discrete wavelets transformers. 
FPGAs offer an intermediate capability between that 
offered by custom VLSI devices and programmable 
processors [13].  They implement the same parallel 
processing performance of a VLSI ASIC, however, unlike 
ASICs, they are cost effective, and re-programmable. Also, 
relative to digital signal processors, FPGAs offer the same 
flexibility in addition to an incredible performance 
advantage at a fraction of the cost. 
 
In this paper, we demonstrate the applicability of 
programmable logic devices for   implementing the one-
dimensional forward and inverse discrete wavelet 
transforms.  In particular, we describe a parallel 
implementation of  the wavelet transform using state-of-art 
FPGAs; Xilinx Virtex FPGAs [14]. The highly replicated, 
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register rich architecture of Virtex FPGAs make them 
suitable for applications with inherent parallelism such as 
the discrete wavelet transform. We also implement the 
transform using an advanced digital signal processor and a 
commercial general-purpose processor. We then compare 
the performance of the FPGA implementation with those 
of the two software implementations. 
 
The proposed implementation is simple, modular, and can 
be cascaded for computation of data streams of fairly 
arbitrary size. Furthermore, the implementation is unique 
in three aspects. First, re-programmability of FPGAs 
allows easy modification of wavelet types and design 
parameters  such as number of wavelet  levels,  filters 
specifications, and bit precision of  wavelet coefficients. 
Second, unlike most reported implementations which 
concentrate on architectural development, this 
implementation goes down to the actual implementation 
level. Third, this paper describes implementations for both 
the forward and inverse transforms, whereas most papers 
in literature report on the forward transform only. 
 
The rest of the paper is organized as follows. Section two 
gives an overview of the Virtex filed programmable gate 
arrays. Section three outlines the basic theory of the 
discrete wavelets transform and its inverse as described by 
the Mallat pyramid algorithm. Section four describes a 
parallel implementation of the forward and inverse 
transforms. Section five evaluates the FPGA 
implementation and compares its performance with those 
of a sequential FPGA implementation and two software 
implementations. Finally, section six concludes the paper 
with some closing remarks. 
 
2. Virtex Field Programmable Gate 
Arrays 
 
Xilinx Virtex FPGAs are the industry’s most successful 
FPGA family [14]. They feature a flexible, regular 
architecture that compromises an array of configurable 
logic blocks (CLBs) surrounded by programmable input-
output blocks (IOBs), all interconnected with a highly 
efficient segmented routing structure, Figure 1. This 
architecture allows Virtex series to accommodate very 
complex designs while delivering fast and predictable 
performance.  
   
The basic building block of the Virtex CLB is the logic cell 
(LC), where each CLB contains four LCs organized as two 
slices [15]. An LC includes a four-input function 
generator; carry logic and a storage element. The function 
generator is implemented as a four-input look-up table 
(LUT) and can implement ANY four-input logic function. 
A Virtex LUT can also implement a 16-bit shift register to 
capture high-speed data or burst-mode data. The output 
from the four-input LUT in each LC drives both the CLB 
output and the D-input of the flip-flop. For the 
implementation reported in this paper, we used the 
XCV300 FPGA, which contains 3072 slices (322,970 
gates) and can operate at a maximum clock speed of 200 
MHz.  
 

We programmed Virtex using Verilog HDL; a popular 
hardware description language [16]. The language has 
capabilities to describe the behavioral nature of a design, 
the data flow of a design, a design’s structural 
composition, delays and a waveform generation 
mechanism. Models written in this language can be 
verified using a Verilog simulator. As a programming and 
development environment, we used the Xilinx Foundation 
Series tools to produce a physical implementation for the 
Viretx FPGA. 
 
3. Discrete Wavelet Transform 
 
Wavelets are special functions which, in a form analogous 
to sines and cosines in Fourier analysis, are used as basal 
functions for representing signals [17].  The wavelet 
transform of a continuous-time signal s(x) is defined by the 
convolution integral: 
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where ( )x!  is the analyzing wavelet, and a and b are 
continuously varying shift and scale parameters, 
respectively.  Since the basis functions are translated and 
dilated versions of each other, it is possible to avoid 
calculating the full set of inner products in the Equation (1) 
by using the computationally-efficient pyramid algorithm 
proposed by Mallat [18]. Derivation of the pyramid 
algorithm for the forward and inverse discrete wavelet 
transforms and a corresponding multirate filter bank 
implementation of the transforms are described in the 
subsections below.  
 
3.1 Forward Discrete Wavelet Transform 
(DWT) 
 
In Mallat’s pyramid algorithm, the discrete wavelet 
transform coefficients of any stage can be calculated from 
the coefficients of the previous stage, which is expressed as 
follows: 
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Where WL(n,j) is the nth scaling coefficient at the jth stage,  
WH(n,j) is the nth wavelet coefficient at the jth stage, and 
h0(n)  and  h1(n) are he dilation coefficients corresponding 
to the scaling and wavelet functions, respectively.  
Equation (2) can then be used for obtaining the wavelet 
coefficients of subsequent stages. In practice this 
decomposition is performed only for a few stages. If the 
discrete wavelet transform takes a length N sequence s(n) , 
then the output is the multi-resolution representation of 
s(n), and has N/2 values at the highest resolution and N/4 
values at the next resolution and so on.  
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3.2 Inverse Discrete Wavelet Transform 
(IDWT) 
 
In order to reconstruct the original data, the DWT 
coefficients are upsampled and passed through another set 
of low pass and high pass filters, which is expressed as 
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where g0(n)  and  g1(n) are respectively the low-pass and 
high-pass synthesis filters corresponding to the mother 
wavelet. It is observed from Equation (4) that the jth level 
coefficients can be obtained from the (j+1)th level 
coefficients. 
 
3.3 Filter Bank Implementation  
 
It has been shown in [19] that the three wavelet 
summations given in Equations (2) to (4) can be computed 
efficiently using multirate filter banks. The basic building 
block of the forward discrete wavelet transform is the 
analysis filter bank shown in Figure 2a. Similarly, the basic 
building block of the inverse discrete wavelet transform is 
the synthesis filter bank shown in Figure 2b. 
Implementation of the two filter banks will be explained in 
details in the next section.  
 
4. Implementation Description  
 
Architectures for single chip hardware implementations of 
the discrete wavelet transform fall into two major 
categories; sequential architectures and parallel 
architectures. The two types differ mainly in the number of 
filter banks used, and   in the way intermediate results are 
stored and routed. A sequential architecture requires a 
single filter bank and a large memory as shown in Figure 3. 
While this architecture can be made hardware efficient, it 
has two obvious drawbacks; the memory requirement is 
equal to the size of the input data, and the long execution 
times. On the other hand, a parallel architecture requires 
multiple filter banks and no intermediate memory. A 
parallel architecture with a three-stage filter bank is shown 
in Figure 4. 
In this paper we have adopted the parallel architecture 
because it leads to a modular, fully-pipelined, and locally 
connected structure suitable for direct hardware 
implementation in FPGAs. However, one drawback of this 
parallel realization is that the computational complexity 
declines exponentially, leading to underutilized hardware 
at the higher stages. Intra-octave folding has been 
suggested to balance utilization among filter bank stages 
[20]. However, hardware scaling for higher stages may 
lead to a complex structure with inefficient routing control, 
which may cause the achieved computational balance to 
deteriorate. Nonetheless, since FPGAs are generally cost-
effective compared with customized VLSI hardware, the 
underutilized higher stages do not pose a problem in our 
implementation.  
 

In this section we describe the wavelet transformer’s basic 
filter structure, implementation of the decimator which 
constitutes the building block of the analysis filter bank, 
and implementation of the interpolator, which constitutes 
the building block of the synthesis filter bank.  
 
4.1 Basic Filter Structure 
 
Filters which make up the parallel pyramid tree 
architecture of Figure 4 are constructed using  FIR filters. 
We have used   FIR filters because they are inherently 
stable. Their transfer functions are specified in terms of z-
plane zeros only; and thus there exists no danger that 
inaccuracies in the coefficients may produce instability.  A 
casual FIR filter of length N is characterized by a transfer 
function H(z): 
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Several methods exist for implementing an FIR filter 
having the transfer function given in Equation (5). We 
have adopted the direct FIR structure in which the 
multiplier coefficients are precisely the coefficients of the 
transfer function. A block diagram for a direct realization 
of an n-tap FIR is shown in Figure 5. Each filter tap 
consists of a delay element, an adder, and a multiplier [21]. 
 
Coefficients of the FIR filters used in this implementation 
are provided in Table 1. H0 and H1 represent coefficients 
of the analysis filters, and G0 and G1   represent 
coefficients of the reconstruction filters. These coefficients 
are derived from the Daubechies 8-tap wavelet which has 
excellent spatial and spectral localities; properties useful in 
general signal processing applications [22]. 
 
Re-configurability of FPGAs may be exploited in this 
implementation to modify filters coefficients in the 
synthesizable Verilog code, as frequently as desired. This 
may be of a great benefit since the discrete wavelet 
transform depends considerably on the choice of prototype 
wavelet. This may be compared to the customized VLSI 
implementation in which no coefficient may be changed 
once the design has been implemented in silicon. 
 
The precision with which filter coefficients are represented 
in hardware have a large impact on performance.  In our 
implementation, the floating point coefficient values given 
in Table 1 were normalized to a fixed point representation, 
in which each filter coefficient was represented by 11 bits 
[23]. 
 
4.2 Decimator Implementation 
 
A decimator consists of an anti-aliasing FIR filter followed 
by a down-sampling operator. With such a structure, the 
decimator represents the basic building block of the 
forward discrete wavelet transform. As shown in Figure 4a, 
the forward transform has a cascade of three analysis filter 
banks, each of which is made of two decimators connected 
in parallel.  
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Down sampling an input sequence x[n]  by 2 generates an 
output sequence y[n] according to the relation  y[n] = 
x[2n].  All input samples with indices equal to an integer 
multiple of 2 are retained at the output, and all other 
samples are discarded.  Therefore, the sequence y[n] has a  
sampling rate equal to half  of the sampling rate  of x[n]. 
 
We implemented the decimator as shown in Figure 6a.  
The input data port of the FIR filter is connected to the 
external input samples source, and its clock input is tied 
with the clock input of a 1-bit counter. Furthermore, the 
output data port of the FIR filter is connected to the input 
port of a parallel-load register. The register receives or 
blocks data appearing on its input port depending on the 
status of the 1-bit counter. Assuming an unsigned 8-bit 
input sample is used, the decimator operates in such a way 
that when the counter is in the 1 state, the  FIR data is 
stored in the parallel load register, and when the counter 
turns to the  0 state, the FIR data is discarded.  
 
The decimator operation was modeled   and verified using 
Verilog’s functional simulator. The corresponding 
simulation waveform is displayed in Figure 6b. As shown, 
a random input sample X enters the decimator at a rate of 
1sample/1 clocks, and an output filtered sample Y leaves 
the decimator at a rate of 1sample/ 2clocks. The input 
frequency is clearly halved by the decimator.  
 
We maintained sufficient precision of the decimator output 
sample as indicated by number of bits in the parenthesis. 
Allocating sufficient bits to the intermediate and output 
coefficients has been a necessary step to keep the perfect 
reconstruction capabilities of the discrete wavelet 
transform.   
 
4.3 Interpolator Implementation 
 
An interpolator consists of an anti-imaging FIR filter 
proceeded by an up-sampling operator. With such a 
structure, the interpolator represents the building block of 
the inverse discrete wavelet transform. As shown in Figure 
4b, the inverse transform has a cascade of three synthesis 
filter banks, each of which is made of two interpolators 
connected in parallel.  
 
In up-sampling by a factor of 2, an equidistant zero-valued 
sample is inserted between every two consecutive samples 
on the input sequence x[n] to develop an output sequence 
y[n], such that  y[n] =   x[n/2]  for even indices of n, and 0  
otherwise. The sampling rate of the output sequence y[n]   
is twice as large as  the sampling rate of the original 
sequence   x[n].  
 
We implemented the interpolator as shown in Figure 7a.  
The input data port of the FIR filter is connected to the 
output port of a parallel-load register. Furthermore, the 
input port of the register is connected to the external input 
sample source, and its CLK input is tied with the CLK 
input of a 1-bit counter. The operation of the register 
depends on the signal received on its active-high CLR 
(clear) input from the 1-bit counter.  
 

Assuming the input signal source sends out successive 
samples separated by 2 clock periods, the interpolating 
filter operates in such a way that when the counter is in the 
0 state, the register passes the input sample  X  to the FIR 
filter, and when the counter turns to the 1 state, the register 
is cleared, thus transferring a zero to the FIR filter. That is, 
a zero is inserted between every tow successive input 
samples.  
 
The interpolator operation was modeled and verified using 
Verilog’s functional simulator. The simulation waveform 
is displayed in Figures 7b. The filter receives an input 
sample X at the rate of 1 sample/2 clocks, and sends out its 
filtered sample Y at the rate of 1 sample/1 clock. The input 
frequency is clearly doubled by the interpolator.  Also, 
similar to the decimator, we maintained sufficient precision 
of the interpolator output as indicated by number of  bits in 
the parenthesis. 
 
5. Results and Discussion 
 
In this section we present performance results of the 
parallel implementation described in the previous section. 
We also show how the obtained results exceed 
considerably those obtained for a sequential 
implementation of the transform. Finally, and for the sake 
of comparison, we present performance results of two 
software implementations. 
 
5.1 FPGA Implementations Performance   
 
We have implemented the wavelet transform’s parallel 
architectures described in the previous section using one of 
the largest Virtex FPGA devices; the XCV300. This device 
contains 3072 slices (322,970 gates) and can operate at a 
maximum clock speed of 200 MHz. Performance is 
evaluated with respect to two metrics; throughput (sample 
rate) and is given in terms of  the clock speed, and device 
utilization, and is given in terms number of  logic slices 
used by the implementation. 
  
5.1.1 Parallel FPGA Implementation 
Performance  
 
The parallel architectures shown in Figure 4 were 
described in Verilog HDL, and after exhaustive functional 
simulation, were implemented onto the XCV300 Virtex 
using the development tools provided by Xilinx 
Foundation Series package. Timing characteristics were 
extracted from the reports generated by Xilinx 
performance analysis tools, and confirmed using timing 
simulation. The forward discrete wavelet transform 
achieved a throughput of 54.3 MHz, and required 560 
Virtex slices which represents around 18 % of the total 
Virtex slices. As for the inverse discrete wavelet transform, 
the throughput was 47.8 MHz, and the hardware 
requirement was 619 slices which represents around 20 % 
of the total Virtex slices.    
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5.1.2 Sequential FPGA Implementation 
Performance  
 
We also implemented the sequential architectures of the 
discrete wavelet transform shown in Figure 3. The forward 
discrete wavelet transform achieved a throughput of 17.8   
MHz, and required 217 Virtex slices which represents 
around 7 % of the total Virtex slices. As for the inverse 
discrete wavelet transform, the throughput was 16.3 MHz, 
and the hardware requirement was 248 slices which 
represents around 8 % of the total Virtex slices.    
 
5.2.3 Performance Comparison 
 
It is noted from the results obtained above, and further 
illustrated in Figure 8, that the throughput of the parallel 
implementation is higher than the throughput of the 
sequential implementation. With reference to Figure 3, the 
poor performance is due to the large latency caused by 
folding the three filter bank stages into one stage, and also 
by the off-chip communication between the folded stage 
and the external memory which stored the input and 
intermediate data. Figure 8 also shows that, the sequential 
implementation requires less hardware resources when 
compared the parallel implementation.  However, it should 
be noted that the memory in the sequential architectures 
was implemented off-chip because of its large size, and 
therefore, hardware requirement figures would have risen 
dramatically had memory been implemented inside the 
Viretx FPGA chip. 
 
Finally, its worthwhile comparing the performance of the 
forward and inverse wavelet transforms. Again referring 
back to figure 8, it’s obvious that the throughput of the 
forward transform is slightly higher than the throughput of 
the inverse transform. This is expected since the inverse 
transform is a little more computation-intensive than the 
forward transform, which is caused by the up-sampling 
operation which inserts a zero sample between every two 
successive input samples. Also, the inverse transform 
employs summation nodes, as shown in Figure 4, to 
reconstruct the incoming signal. This is reflected in a slight 
increase in the number of Virtex slices compared to the 
slices needed by the forward transform. 
 
5.3 Software Implementations 

Performance  
 
We present here performance results of two software 
implementations of the discrete wavelet transform. One 
implementation is carried out on a programmable digital 
signal processor and the other on a Pentium III–based 
personal computer operating at a frequency of 800 MHz. 
 
The wavelet transform was implemented on the 
TMS320C6711; a Texas Instrument digital signal 
processor with an a complex architecture suitable for 
image processing applications [24]. The TMS320C6711 is 
a highly integrated single chip processor and can operate at 
150 MHz (6.7 ns clock cycle) with a peak performance of 
900 MFLOPS [25].  The processor was programmed such 

that the main portion of the wavelet program was written in 
C, and certain sections in assembly. Also, parallel 
instructions were used whenever possible to exploit the 
abundant parallelism inherent in the wavelet transform. 
Sample execution times obtained for both the forward and 
inverse discrete wavelet transforms were 0.153 µs (6.53 
MHz) and 0.276 µs (3.62 MHz) respectively.  
 
To complete the performance evaluation circle, we coded 
the forward and inverse wavelet transforms in C, and 
executed their corresponding programs on a conventional 
PC powered by an 800 MHz Pentium III processor. The 
execution times obtained for both the forward and inverse 
discrete wavelet transforms were 0.1280 msec (0.00781 
MHz) and 0.1485 msec (0.00673 MHz), respectively.  
 
It is noted from the results obtained above, and illustrated 
in Figures 9, that both the sequential and the parallel FPGA 
implementations perform much better than the 
TMS20C6711 and Pentium III software implementations.  
The superior performance of the FPGA-based 
implementations is attributed to the highly parallel, 
pipelined and distributed architecture of Xilix Virtex 
FPGA. Moreover, it should be noted that the Virtex 
FPGAs offer more than high speed for many embedded 
applications. They offer compact implementation, low cost 
and low power consumption; things which can’t be offered 
by any software implementation. 
 
5.4 Physical Realization 
 
Finally and after validating the implementations by 
simulation, the bit stream corresponding to the parallel 
FPAG implementation was downloaded to a prototyping 
board called the XSV-300 FPGA Board. The board is 
developed by XESS Inc. [26], and is based on a single 
XCV300 FPGA chip. The board can accept video with up 
to 9-bits of resolution and output video images through a 
110 MHz, 24-bit RAMDAC. Two independent banks of 
512K x 16 SRAM are provided for local buffering of 
signals and data.  
 
5.5  Discussion 
 
The implementation presented in this paper has been for 
the 1-D discrete wavelet transform. However, the 
implementation is applicable to image-based applications 
where the image data is two-dimensional. The 2-D 
transformation is straightforward, and can be easily 
achieved by inserting a matrix transpose module between 
two 1-D discrete wavelet transform modules. The 1-D 
discrete wavelet transform is first performed on each row 
of the 2-D image data matrix. This is followed by a matrix 
transposition operation. Next, the discrete wavelet 
transform is executed on each column of the matrix. 
 
We are now working on integrating a whole image 
compression system on a single, dynamically-
reconfigurable FPGA.  A typical image compression 
system consists of an encoder and a decoder. At the 
encoder side, an image is first transformed to the frequency 
domain using the forward discrete wavelet transform. The 
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non-negligible wavelet coefficients are then quantized, and 
finally encoded using an appropriate entropy encoder.  The 
decoder side reverses the whole encoding procedure 
described above.  
 
6. Conclusions  
 
The discrete wavelet transform is amenable to pipelined 
and parallel hardware implementations by virtue of its 
abundant inherent parallelism. In this paper, FPGA 
implementations of the discrete wavelet transform and its 
inverse were simulated and realized in a reconfigurable 
computing hardware board based on the advanced Xilinx 
Virtex FPGAs. Performance results demonstrated that 
FPGAs have capabilities to meet the demanding 
requirements of the discrete wavelet transform. 
Furthermore, using reconfigurable FPGAs instead of 
custom hardware with fixed-architecture results in lower 
costs, faster and easier development production times, and 
the ability to implement different wavelet types. Finally, 
the performance comparison made with two software 
implementations justify the claims made concerning the 
superiority of the FPGA-Based implementation of the 
discrete wavelet transform over other implementations.   
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